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ABSTRACT

The head pose is an important cue for computer vision. Tra-
ditionally considered in human computer interaction applica-
tions, it becomes very hard to model in surveillance scenar-
ios, due to the tiny head size. Additionally, no public dataset
contains continuous head pose annotations in open scenery,
making the challenge even harder to face. Here we present a
framework based on Faster RCNN, which introduces a branch
in the network architecture related to the head pose estima-
tion. The key idea is to leverage the presence of the people
body to better infer the head pose, through a joint optimiza-
tion process. Additionally, we enrich the Town Center dataset
with head pose labels, promoting further study on this topic.
Results on this novel benchmark and ablation studies on other
task-specific datasets promote our idea and confirm the im-
portance of the body cues to contextualize the head pose esti-
mation.

Index Terms— Head pose estimation, surveillance, per-
son detection

1. INTRODUCTION

The head pose is an important visual cue for several computer
vision applications. In surveillance videos, the joint attention
of people towards a direction can signal a particular event is
happening [1]. In social signal processing, the head orien-
tation is necessary to infer group formations [2] and capture
social roles, such as leaders/followers [3]. Most recently, the
head pose has been used for novel marketing strategies and
architectural design, as a proxy to personal interest in goods,
impact of adverts and space utilization [4].

The head pose estimation (HPE) problem is challenging
in particular when people are captured at far and not yet ad-
dressed ”in the wild”. In many practical problems, such as
video surveillance, HPE input is a head region as small as a
24 × 24 head pixel. This information alone is not enough to
obtain reliable performance in HPE [5], and multi-view cam-
era setting are necessary [6].

This paper proposes to increase HPE performance by
leveraging information from the entire body of the person
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instead of using the head information only.
Specifically, we enrich the recent Faster RCNN [7] archi-

tecture with a branch specialized on the yaw modeling of the
head pose (in this paper, we focus on yaw, keeping the mod-
eling of pitch and roll as future goals), called Head Pose Net-
work (HPN). The idea is to jointly optimize the pedestrian de-
tection and the HPE tasks, in order to establish and exploit a
structural connection between the appearance of the body and
the head pose. Secondly, we manually label the Town Cen-
ter dataset [8], which nicely portrays a surveillance scenario
where 71,446 heads are imaged on 24× 25 pixel patches.

The experiments, on this dataset and on standard bench-
marks (oracle head detections are provided) show the net po-
tentialities of our approach; additional ablation studies con-
firm that the body estimation, even if noisy, greatly improve
the head pose estimation.

2. RELATED WORK

Most literature on HPE has considered high resolution im-
ages [9], which does not apply to surveillance videos. More
recently, HPE from low resolution images [10, 11, 5] has
emerged to address the surveillance camera viewpoint. Here
several state-of-the-art works leverage SVM [11], deep neural
networks [12, 13] and random forest [14]. Differently from
this, we consider the joint HPE estimation and the person de-
tection and we argue for the virtues of their joint training.

Our work further relates to literature on people detec-
tion, which can be widely grouped into integral channel
features+boosting [15], deformable part model [16] and deep
neural network techniques [17, 18]. Interestingly, only re-
cently CNN techniques have achieved the state-of-the-art [19]
on the Caltech benchmark [20] but this dataset has images
of people that differs consistently from a video surveillance
scenario as the one in the Town Center scenario.

3. HEAD POSE NETWORK (HPN)

Our goal is to automatically predict the head pose of the
pedestrians in addition to their bounding boxes. To this end,
we propose a new network branch called the head pose clas-
sification network (HPN) as shown in Figure 1. The network
is based on Faster RCNN [7] but with novel additions and
modifications to the network structure. Similarly to Fast



Fig. 1. Network Architecture. The figure illustrates the proposed Head Pose Classification Network (HPN). The green dotted-
line represents the filtered proposals at the training time and green solid represents the pedestrian detections at testing time.

RCNN, HPN has also two modules: a fully convolutional
region proposal network (RPN) that provides class-agnostic
object proposals and a Fast RCNN [21] approach classifying
the incoming proposals into pre-defined object classes.

In our HPN approach, we add an additional branch to
the Faster RCNN network after the last shared convolutional
layer (i.e. conv5 3), parallel to the classification and regres-
sion layers of the Faster RCNN. HPN includes also its own
ROI pooling layer, a fully connected layer with sigmoid acti-
vation, and a K-way softmax layer for view-frustum classifi-
cation for K discrete classes.

3.1. Training

We keep the alternative optimization approach as described
in the Faster RCNN approach [7] which iteratively trains the
RPN and Fast RCNN stages. Related to the RPN optimiza-
tion, we keep the shared convolutional layers of Faster RCNN
in their original form. Moreover, the default Fast RCNN spe-
cific layers remain unchanged. The ROI pooling layer of the
original Fast RCNN takes each object proposal as input and
extracts a fixed-length feature vector from the entire feature
map which is then fed into a couple of fully connected layers
(fcs). Our new ROI pooling layer of HPN works in the same
way, except it takes only filtered region proposals at the input.
This is important since we want to learn the head pose of the
pedestrian proposals without being distracted by the pedes-
trian false-positives. To select the examples for training the
HPN, we use the standard Jaccard overlap of greater than or
equal to 0.5 between the ground-truth bounding boxes and the
region proposals.

Adding this parallel branch (HPN) in the Fast RCNN
framework essentially extends the multi-task loss of Fast

RCNN to penalize the view-frustum of the person bounding
box. This allows us to learn jointly both detection and head
pose classification tasks. Following the same naming con-
ventions as Fast RCNN paper, our multi-task loss for jointly
training pedestrian detection and head pose is given by,

L(p, u, tu, v, h, g) =Lcls(p, u)

+ λ[u = 1]Lloc(tu, v) (1)
+ γ[u = 1]Lhp(g, h)

where Lcls and Lloc are the original loss functions for
background vs pedestrian classification and bounding-box re-
gression respectively. We refer the reader to original paper
[21] for more details on these terms. The Lhp term refers to
the loss for the head pose of the pedestrian. We are using
the softmax loss over K discrete directions of the head pose.
Here g is the ground-truth label of the head pose class and
h = (h1, h2, ...hK) is the output vector of softmax proba-
bilities. Hence, Lvf = − log hg , is the negative log loss for
the true view-frustum class g. As mentioned earlier, we train
only for positive head pose classes and do not introduce any
background class. This is given by the Iversion bracket indi-
cator function [u = 1]. This means the two losses Lloc and
Lvf are only used when the region proposals correspond to
the pedestrian class. These losses are ignored for the back-
ground proposals. The weights λ and γ of the later two tasks
are hyper-parameters which are set to 1.0 in our experiments.

3.2. Testing

At test time, our approach works in three stages. First the
RPN outputs object proposals and passes them on to Fast
RCNN detection network as usual. Note that this procedure



basically is the Faster RCNN framework where we keep the
pedestrian detections of the Faster RCNN with the confidence
score 0.5 or greater. Finally, our HPN predicts the view-
frustum class for each of these incoming detections.

4. EXPERIMENTS

We first show the behavior of our technique in detecting and
classifying head poses starting from raw frames. At the same
time, we include ablation studies analyzing performance on
head pose estimation. The latter test assumes that the head
has been already detected by an oracle. The comparative ap-
proaches will be introduced later in the section.

4.1. The Town Center dataset

The Town Center dataset [8] has 4,500 frames portraying a
crowded scenario with an average of 16 pedestrians per frame.
The average size of the heads is about 24× 25 pixels. We en-
rich the pedestrian bounding boxes labels by manually anno-
tating the head direction. Towards this goal, we developed a
software with a point-click interface that allows the annotator
to inspect few frames of the dataset, selecting the direction
where the pedestrian is looking at. From the annotation, we
extract quantized head pose directions, namely, 4 and 8. We
then divide the sequence into a training and a testing sub-
sequence of length 3,000 and 1,500 frames respectively.

4.2. Head pose estimation in the wild

The protocol for evaluating the pose estimation in the wild as-
sumes that the algorithm takes a frame as input, and provides
pedestrian bounding boxes plus the head orientation, initially
evaluated over 4 classes (north, east, west, south). Results are
in Table 2. Figures of merits are LAMR (Log Average Miss
Rate) [20] and AP (average precision) [22] for monitoring the
pedestrian detection performance. It is worth noting that, in
the head pose estimation accuracy, missed heads are counted
as wrong detections: in this way, false negatives in the pedes-
trian detection flow down and impact in the final score. False
positives are captured by LAMR and AP scores.

As competitors, we evaluate the Faster R-CNN [7] di-
rectly as head pose estimator in the wild, trained over pedes-
trian bounding boxes associated to 5 classes (4 head directions
and a background class, FR-CNN 5-class in the table 2). This
will help us in showing the added value of our HPN branch in
the joint optimization, which is absent here. The poor LAMR
score (78%) contrasts the rather positive AP score 0.81%. The
pose estimation accuracy, based on the whole body, achieves
a reasonable 66%.

The second alternative approach is composed by a recent
head detector, the Face detection with Aggregate Channel
Features (FACF) [23], which has shown to work pretty good

on raw images, plus a head pose estimator, the Random Pro-
jected Forest (RPF) [14], which takes as input head bounding
boxes, FACF + RPF. Both of them have been trained on the
training partition of our dataset. As visible, performance is
dramatically inferior, since obviously the head patches are
very tiny and hard to catch without the body context.

The third approach wants to fill this gap, adding a pedes-
trian detection to constraint the head detector to work on
pedestrian bounding boxes. In this case, we consider the
Local Decorrelation Channel Features detector (LDCF) [24],
giving rise to the LDCF + FACF + RPF pipeline. Results on
Table 2 show that performances are higher, but still inferior
than FR-CNN 5-class.

We further question the importance of face detection
by testing LDCF + HRCNN + RPF, where a CNN-based
head detector (HRCNN [25]) replaces the FACF. Reason-
ably, HRNN improves the head detection considerably, 10%
LAMR and 12% AP (cf. Table 2), resulting in a better but still
poor head pose estimation score of 50%. We conclude from
this that the face, when so tiny, is not sufficient to estimate
the pose estimation alone.

We mark as ”ours” in the table the combination of pedes-
trian detection and pose estimation, jointly optimized within
our model, cf. Eq. 1. As seen from Table 2, in the Town Cen-
ter dataset a Faster-R-CNN person detector performs on par
with the person specific LDCF [24]. More interestingly, using
the whole body for the estimation of pose greatly improves
performance by 18%, resulting in the best technique, HPN,
which we propose. This resonates with the baseline Faster-R-
CNN 5-classes in the first row, also based on the whole body.

4.3. Ablation study: head pose classification

The ablation studies serve to evaluate how our approach
works in the case of a correct person detection. To enrich the
analysis, in Table 3 we consider different numbers of pose
quantization, namely 4 and 8 classes, in which the quantiza-
tion has been obtained by uniformly dividing 360 degrees. As
competitors, we consider RPF [14], the FR-CNN N-class (N
refers to the quantization bins), and 2 different versions of our
approach. The variation we want to analyze (Ours disjoint
optimization) does the following thing: as in the proposed
version, the complete body is used for head pose estimation
but the optimization terms for object classification Lcls and
bounding box regression Lloc are set to zero. In practice, this
breaks up the joint optimization and let the system operate as
two separate modules, where the object detection loss does
not contribute to the head pose classification training.

Ours Joint Model is the proposed methodology where as
explained above pedestrian detection module and the head
pose estimator are jointly optimized. Table 3 illustrates the
robustness of our approach in regards to the granularity level
of head pose. Secondly, pedestrian detection and head pose
estimation are related task, therefore when posed as a joint



Table 1. Comparison of head pose classification accuracy in regard to image scale variation.

Methods Dataset HIIT QMUL QMULB
Image Size 15x15 20x20 50x50 15x15 20x20 50x50 15x15 20x20 50x50

Frobenius [5] 82.4 89.6 95.3 59.5 82.6 94.3 54.5 76.5 92
CBH [5] 84.6 90.4 95.7 59.8 83.2 94.9 57 76.9 92.2
RPF [14] 97.6 97.6 97.6 94.1 94.3 94.3 91.9 92.1 92.2
PSMAT [11] - - 82.3 - 64.2
ARCO [10] - - 93.5 - 89
HPN 98.4 98.9 99.01 97.4 97.9 98 95.3 95.9 94.7

optimization problem performance for head pose estimation
gets boosted.

In Table 1 the second ablation study stresses the ability
of our approach in estimating the head poses by starting from
correct head bounding boxes. For this purpose we train HPN
over head images and pose it as a classification problem. Ex-
cept for the QMULB [11] dataset, which has an additional
background class, in that case we train HPN to have a cas-
caded output, first distinguish between person and non-person
and then classifying only persons for the head poses. This
procedure is consistent to our proposed joint model. Results
have been computed on the datasets HIIT [5], QMUL [11]
and its extension with background class QMULB [11]. HIIT
dataset has 24,000 images with 6 head poses and a static back-
ground. QMUL dataset contains 15,660 images that has 4
different head poses with varying illumination and occlusion.
QMUL dataset with additional 3,099 background images is
referred to as QMULB.

As visible, our approach is capable of overcoming, in
terms of average accuracy, all of the competitors at each
resolution.

5. CONCLUSIONS

We proposed a CNN pipeline that copes simultaneously with
pedestrian detection and head pose estimation, in surveillance
scenarios. We demonstrated that the joint model performs
competitively with the state-of-the-art, beating up-to-date se-
rial pipelines composed by pedestrian detectors, head detec-
tors and head pose estimators. At the same time, we con-
firmed that the body information is an important cue to in-
crease performance of head pose estimation, especially when
the head patch size is small.
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